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Abstract The aurora and associated high energy particles and currents pose a space weather hazard to
communication networks and ground‐based infrastructure. Forecasting the location of the auroral oval forms an
integral component of daily space weather operations. We evaluate a version of the OVATION‐Prime 2013
auroral forecast model that was implemented for operational use at the UK Met Office Space Weather
Operations Cent. Building on our earlier studies, we evaluate the ability of the OVATION‐Prime 2013 model to
predict the location of the auroral oval in all latitude and local time sectors under different levels of geomagnetic
activity, defined by Kp.We compare the model predictions against auroral boundaries determined from IMAGE
FUV data. Our analysis shows that the model performs well at predicting the equatorward extent of the auroral
oval, particularly as the equatorward auroral boundary expands to lower latitudes for increasing Kp levels. The
model performance is reduced in the high latitude region near the poleward auroral boundary, particularly in the
nightside sectors where the model does not accurately capture the expansion and contraction of the polar cap as
the open flux content of the magnetosphere changes. For increasing levels of geomagnetic activity (Kp ≥ 3), the
performance of the model decreases, with the poleward edge of the auroral oval typically observed at lower
latitudes than forecast. As such, the forecast poleward edge of the auroral oval is less reliable during more active
and hazardous intervals.

Plain Language Summary Enhanced auroral activity can be hazardous to technology and essential
daily services at Earth. The aurora can cause disruption to communication networks including long‐range radio
communications and induce currents in the ground which can impact electricity supply networks. A version of
the OVATION‐Prime 2013 auroral forecast model is commonly used in space weather forecast centers to
predict the occurrence and location of the aurora, providing advanced warning of possible disruption to
stakeholder industries in the aviation, defense and energy sectors. In this study, we perform a detailed evaluation
of the performance of this model by comparing the auroral forecasts against satellite observations of the aurora
from the IMAGE satellite. Our analysis shows that the model performs well at predicting the location of the
main auroral emission, particularly the extent of the auroral emission to lower latitudes with increasing levels of
geomagnetic activity. However, the model performance is reduced at higher latitudes and does not accurately
capture the auroral dynamics in this region.

1. Introduction
The aurora is the most visible aspect of space weather. The high‐energy charged particles precipitating in the
upper atmosphere that cause the bright auroral emission also disrupt high frequency radio communication net-
works used by emergency responders and aircraft for long‐range communication and tracking (Cannon
et al., 2013; Greenberg & LaBelle, 2002; Harang & Stroffregen, 1940; Jones et al., 2017; Moore, 1951; Redmon
et al., 2018; Schrijver et al., 2015). Meanwhile, the associated auroral current systems can cause geomagnetically‐
induced currents which can damage electricity supply networks and increase the rate of corrosion in oil and gas
pipelines (Boteler, 2019; Cannon et al., 2013; Eastwood et al., 2017; Erinmez et al., 2002; Freeman et al., 2019;
Smith et al., 2019; Viljanen et al., 2006). Modeling and forecasting the location of the auroral oval can provide
stakeholder industries, such as the defense, aviation and energy sectors, with advanced warning of possible
disruption to mitigate the risk of space weather impact on essential services. In addition, forecasting the
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occurrence of visible aurora is important for auroral tourism and is a key tool in promoting public awareness and
engagement with space weather, through projects such as Aurorasaurus (MacDonald et al., 2015) and Aurora-
Watch UK (Case et al., 2017).

A number of empirical models have been developed to estimate the location of the aurora. Hardy et al. (1985)
presented a statistical model of auroral particle precipitation under different levels of geomagnetic activity.
Similarly, Carbary (2005) developed a statistical model of the auroral boundaries with Kp, determined from
averaged ultra‐violet (UV) satellite observations of the auroral oval from the Polar spacecraft. McGranaghan
et al. (2021) have developed an electron precipitation model using machine learning methods. A version of the
OVATION‐Prime 2013 (OP‐2013 Newell et al., 2014) auroral forecast model is currently used for daily oper-
ations by leading space weather forecasting centers including the U.S. National Oceanic Atmospheric Admin-
istration (NOAA) Space Weather Prediction Center (SWPC), the U.S. Department of Defense Space Weather
Operations Center and the UK Met Office Space Weather Operations Center (MOSWOC). We note that this is
only a small subset of auroral models, there are many more which have been developed or are currently under
development.

Model evaluation is important at all stages of the research‐to‐operations development cycle of space weather
forecast models. A number of verification studies have previously evaluated the performance of the earlier
generation aurora forecast model, OVATION‐Prime 2010 (OP‐2010) (Kosar et al., 2018; Lane et al., 2015;
Machol et al., 2012; Mitchell et al., 2013; Newell, Sotirelis, Liou, et al., 2010; Newell, Sotirelis, & Wing, 2010).
There is no single absolute model evaluation technique and so different studies can reveal different capabilities
and limitations in the model.

Newell, Sotirelis, Liou, et al. (2010) evaluated the auroral forecast by comparing the instantaneous and hourly‐
averaged predicted auroral power to the observed power estimated from Polar UVI data and found that the
predicted auroral power correlated with the observed auroral power with correlation coefficients (r2) of 56% and
58%, respectively. This validation study demonstrated that just over half of the observed variance in the auroral
power can be forecast by the OP‐2010 model but did not assess whether that power was predicted in the correct
locations. Mitchell et al. (2013) evaluated the OP‐2010 model in terms of how well the model captured the
variance in the nightside auroral power, compared with that derived from Polar UVI observations. The results
were compared against those of a similar model, OVATION SuperMAG (OVATION‐SM) which is based on the
OVATION model but includes additional ground magnetometer data from SuperMAG and the times of substorm
onsets which aim to capture the auroral dynamics driven by processes internal to the magnetosphere. Mitchell
et al. (2013) found that OP‐2010 described 47% of the variance in the Polar UVI nightside auroral power while
OVATION‐SM described 71% of the nightside variance. This may suggest that OVATION‐SM is better at
nowcasting or forecasting the aurora but the SuperMAG data is not currently available in near real time.
OVATION‐SM also requires advanced warning of the time until the next substorm onset which is not currently
well predicted (e.g., Maimaiti et al., 2019).

These studies provide some evaluation of the OP‐2010 auroral model against observations but they are limited in
terms of analyzing how well the model performs as a deterministic model predicting the occurrence of aurora.
Extending this verification analysis, Machol et al. (2012) evaluated the OP‐2010 model in terms of its suitability
as a tool for forecasting visible nightside aurora. Machol et al. (2012) used binary event analysis to compare the
nightside auroral forecast against observed auroral boundaries derived from a fixed brightness threshold of the
nightside auroral emission in the Polar UVI data. Machol et al. (2012) used a number of verification statistics
which are commonly used in weather forecast evaluation, including the hit rate (the proportion of correct positive
forecasts out of the total positive observations of aurora), the false alarm ratio (the proportion of positive aurora
forecasts which were not subsequently observed) and the accuracy (the proportion of correct positive and negative
forecasts over the total number of forecasts). The verification analysis by Machol et al. (2012) showed that the
model performs reasonably well compared to the observed auroral boundaries with a higher proportion of correct
positive forecasts (hit rate = 0.58) than the proportion of false positive forecasts (false alarm ratio = 0.14). The
overall accuracy of 0.86, with a maximum score of 1, is also high, however the accuracy statistic can be dominated
by the number of correct negative forecasts in low latitude regions (i.e., forecasting that aurora will not occur and
it does not occur in regions where the aurora almost never occurs).

Similarly toMachol et al. (2012), Mooney et al. (2021) used binary event analysis to perform a detailed evaluation
of the performance of the operational version of the OP‐2013 model implemented by MOSWOC. They compared
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the model output against observed auroral boundaries determined from the far‐ultraviolet (FUV) auroral images
from the IMAGE satellite between 2000 and 2002. The analysis utilized relative operating characteristic (ROC)
curves and ROC scores to examine the global performance of the model as a deterministic forecast of the location
of the aurora under different geomagnetic conditions and in a limited number of local time sectors. Mooney
et al. (2021) also used reliability curves and Brier skill scores to examine the validity of the probabilities of aurora
occurring forecast by the model. Overall, they found that the operational model performed well at predicting the
location of the auroral oval with a ROC score of 0.82, however the performance was reduced in the dayside local
time sectors (ROC score = 0.59) and during periods of higher geomagnetic activity (ROC score = 0.55 for
Kp = 8). However, global ROC scores can hide regional variation in the model performance. As a probabilistic
forecast, the operational model tends to under‐predict the probability of aurora occurring.

In this study, we present a more detailed evaluation of auroral forecasts from the version of OP‐2013 that was
being used operationally at the Met Office specifically examining the spatial performance of the model. We
compare the auroral forecasts from the model against auroral boundaries derived by Chisham et al. (2022a) from
global FUV images of the auroral oval obtained by the IMAGE satellite. We extend the analysis of Mooney
et al. (2021) by using maps of ROC scores to evaluate the deterministic model performance in each grid cell with
geomagnetic activity, extending the coverage of the validation to all latitudes and all local time sectors.

Our results show that the model performs well at predicting the equatorward extent of the auroral emission and
accurately captures the widening of the auroral oval for mid to high levels of geomagnetic activity (Kp ≥ 3).
However, the model performance is reduced at higher latitudes, particularly in the nightside sectors where the
model does not capture the location of the poleward auroral boundary or the expansion of the polar cap as the open
flux content increases for mid to high levels of geomagnetic activity (Kp ≥ 3).

2. Data
2.1. Auroral Forecast Data

The research in this study uses a version of the OP‐2013 auroral forecast model that was used operationally in
daily space weather forecasts at the UK MOSWOC until December 2020. A detailed description of the OP‐2013
model and the Met Office implementation is provided in Mooney et al. (2021). Here we provide a short summary.

The OVATION‐Prime and the upgraded OVATION‐Prime 2013 auroral forecast models (Newell et al., 2014;
Newell, Sotirelis, Liou, et al., 2010) predict the precipitating electron and proton auroral flux based on upstream
solar wind conditions measured at L1. The model is based on a linear scaling between the electron and proton flux
from the DMSP data with an empirically derived solar wind coupling function (Newell et al., 2007, 2009). In each
model grid point, the particle flux is calculated as a function of season, the type of aurora (mono‐energetic,
broadband and diffuse electron aurora and ion aurora) and the linear scaling to the solar wind input (Newell
et al., 2009). In the later OP‐2013 version of the model, additional auroral data from the Global Ultraviolet Imager
(GUVI) instrument onboard the TIMED satellite was included to improve the model performance at higher values
of Kp, between Kp 5 and 8, compared to the performance of the predecessor version OP‐2010 model (Newell
et al., 2014). Additional upgrades to the model included further noise reduction and a smoother data interpolation
in the post‐midnight magnetic local time (MLT) sectors (Newell et al., 2014). The magnetic latitude (MLAT)
range of the OP‐2013 data spans 50°–89.5° and covers 24‐hr of MLT, with a grid resolution of 0.25 MLT by 0.5°
MLAT. We direct the interested reader to Newell et al. (2007, 2009), Newell, Sotirelis, and Wing (2010), and
Newell et al. (2014) for full details of the OP‐2010 and OP‐2013 models.

The Met Office operational implementation of OP‐2013 assessed in this study assumes a fixed 30‐min propa-
gation time for the solar wind measured at the L1 point to arrive at Earth. The fixed 30‐min propagation time
corresponds to a fast solar wind speed of approximately 800 km/s. Assuming a fast solar wind speed is common in
space weather forecasting to provide a prediction of the space weather conditions at the earliest time of arrival of
the solar wind measured at L1 to reach Earth. The aurora does not respond instantaneously to the upstream solar
wind conditions and so to introduce some time history to the input conditions the operational implementation of
the model requires 4‐hr of solar wind data input to produce each forecast. A weighting is applied to the solar wind
data with the most recent data having the heaviest weighting of 1. The weighting decreases linearly in increments
of 0.25 such that the earliest data from 4‐hr previous has the smallest weighting of 0.25. The OP‐2013 auroral
model outputs the estimated combined precipitating particle flux from all types of aurora at each grid point for the
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given upstream solar wind conditions. In this operational version, the flux in each grid point is linearly scaled into
an estimated probability of aurora occurring. The linear conversion applied in each grid point is probabil-
ity = 14.4 × flux + 18, where the flux is the combined precipitating particle flux from all four types of aurora in
each grid cell, with a maximum probability of 100%. Using this conversion from auroral flux to probability, we
can estimate that a probability of ∼20% corresponds to approximately 0.5 erg cm− 2 s− 1, ∼30% corresponds to
approximately 1 erg cm− 2 s− 1 and∼40% corresponds to approximately 1.5 erg cm− 2 s− 1. The forecast probability
output by the model in each grid point is interpreted as the probability of an observer seeing the visible aurora. The
operational implementation provides an auroral forecast for both the northern and southern hemispheres 30 min
ahead of the current time.

In this study, we use hindcasts of the output from the 30‐min nowcast version of OP‐2013 used at the Met Office
using historic solar wind data for the period between May 2000 to October 2002 (Marsh & Mooney, 2021), not
auroral forecasts that were issued in near real time by the Met Office.

2.2. Observational Auroral Boundary Data

In this study, we use auroral luminosity boundaries determined from global observations of the far‐ultraviolet
(FUV) auroral emission obtained by the NASA Imager for Magnetopause‐to‐Aurora Global Exploration (IM-
AGE) satellite as a ground truth observational data set to compare with the model forecast probability maps output
from OP‐2013.

The IMAGE satellite was operational between 2000 and 2005 in a precessing polar orbit with a perigee of
1,000 km and an apogee of 44,000 km (∼7 RE) (Mende et al., 2000a, 2000b). IMAGEwas spin‐stabilized, rotating
about its axis once every 2 min. Over the first 3 years of nominal operations between 2000 and 2002, the orbital
apogee was situated over the northern hemisphere. The IMAGE satellite carried a far‐ultraviolet (FUV) wideband
imaging camera (WIC), sensitive to emission between 140 and 190 nm (Mende et al., 2000a, 2000b). Images were
taken by the WIC instrument approximately every 2 min determined by the spin period of the satellite
(Burch, 2000).

Using the IMAGE FUV data, Longden et al. (2010) identified the poleward and equatorward auroral luminosity
boundaries in each MLT sector between May 2000 and October 2002 inclusive. The auroral boundaries were
identified by fitting two functions to the latitudinal intensity profile in each MLT sector. One function is a single
Gaussian function with a quadratic background and the other is a double Gaussian function with a quadratic
background. Both functions are then quantitatively assessed using the reduced χ2 goodness‐of‐fit statistic to
determine which form provided a better fit in each sector. The poleward and equatorward auroral luminosity
boundaries (PALBs and EALBs, respectively) are then identified from the best fitting function. In sectors where
the single Gaussian function provides the better fit, the PALB/EALB is estimated as being offset poleward/
equatorward of the center of the Gaussian peak by the full width half maximum (FWHM). Where the double
Gaussian function is the better fit the PALB/EALB is estimated as being offset poleward/equatorward from the
poleward/equatorward peak by the FWHM of that peak.

Recently, Chisham et al. (2022a) have produced an updated subset of the auroral boundaries identified by
Longden et al. (2010) which removes potentially unreliable boundary identifications such as erroneous bound-
aries identified due to instrumental effects for example, bright pixels near the edge of the instrument field of view
or boundaries identified during periods when there was an error in mapping the IMAGE FUV data to the
ionosphere. In this study, we have used the updated Chisham et al. (2022a) subset of auroral boundary identi-
fications. The full description of the method can be found in Longden et al. (2010) and the details of the cor-
rections made to the data set in Chisham et al. (2022a).

2.3. Data Selection and Verification Method

In this study, we use the OP‐2013 auroral forecasts spanning the period of May 2000 to October 2002 (Marsh &
Mooney, 2021), coinciding with the available observational auroral boundary data from Chisham et al. (2022a).
The observational auroral boundary data is only available for the northern hemisphere aurora and as such we limit
our analysis to only evaluate the northern hemisphere auroral forecasts. To select independent forecast and
observation pairs, we follow the same data selection process as Mooney et al. (2021). Each forecast requires 4‐hr
of input solar wind data, thus we down‐sampled our forecast data set by selecting forecasts to have a 4‐hr
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separation between the previous forecast and the next forecast that is, a 4‐hr
resolution to ensure that the forecasts were independent of one another. We
then match the observational ground truth auroral boundaries identified from
a single IMAGE snapshot that were closest in time and within±2.5 min of the
4‐hr separated forecast time. This results in 2622 corresponding forecast and
observation pairs.

We are particularly interested in evaluating the performance of OP‐2013
under different levels of geomagnetic activity, defined by the Kp index, as
higher geomagnetic activity poses a greater space weather risk to technology
and daily services. We subdivide the data set of 2,622 independent forecast
and observation pairs by Kp level. As Kp is a 3‐hourly index, we select
forecast and observation pairs which are at least 1 hour into the 3‐hr window,
to allow the magnetosphere and the aurora to respond to the level of
geomagnetic activity. Table 1 shows the number of forecast and observation

pairs for each Kp level. We note that due to using the updated Chisham et al. (2022a) subset of the original
Longden et al. (2010) observed auroral boundaries, the 2262 forecast and observation pairs used in this study are a
subset of the 3360 forecast and observation pairs used in the Kp analysis of Mooney et al. (2021). As the level of
geomagnetic activity increases, the number of events in each Kp level decreases, particularly for the high Kp
levels of 5 and above. There are only 3 forecast and observation pairs in the Kp = 8 category which limits any
statistical conclusions that we can draw regarding the model's performance during very high levels of
geomagnetic activity. Due to the limited number of forecast and observation pairs in the high Kp categories we
combine all the forecast and observation pairs for Kp of 5 and above to evaluate the forecasts during high
geomagnetic activity. Kp = 5 is the threshold for a G1 geomagnetic storm as defined by NOAA and MOSWOC
and so the high activity category of Kp = 5–8 combines the Kp levels that are considered as a storm. We don't
consider Kp = 9 events because the model is only valid up to Kp = 8 (Newell et al., 2014).

In this study, binary event analysis was applied to evaluate the forecasts in each grid point in the MLT ×MLAT
grid, for each forecast probability threshold between 0% and 100%, in 10% increments. In each grid point, for each
10% forecast probability threshold we evaluate whether aurora was predicted to occur and whether it was
observed and add this value to the truth table. By comparing the forecasts and observations in each grid cell, we do
not need to define boundaries from the forecast data based on a fixed value of flux or probability. If the predicted
auroral probability in the grid cell is greater than the probability threshold then the aurora was forecast to occur
and we compare whether the forecast aurora occurred within or outside of the observed auroral boundaries to
obtain the truth table. We repeat this for each 10% probability threshold. If the forecast probability of aurora
occurring is equal to or greater than the probability threshold and aurora was also observed, it counts as a hit in our
truth table. If the forecast probability of aurora occurring is equal to or greater than the probability threshold but
aurora was not observed, it counts as a false alarm. If the forecast probability of aurora occurring is less than the
probability threshold and aurora was observed, it counts as amiss. If the forecast probability of aurora occurring is
less than the probability threshold but aurora was not observed, it counts as a correct negative. We repeat this for
each forecast probability threshold, producing a truth table for each grid point, for each forecast probability
threshold. These truth tables can be used to produce maps of each component of the truth table (i.e., hits, false
alarms, misses, correct negatives) for each forecast probability threshold. Using the series of truth tables in each
grid point, we calculate the hit rate (hits/(hits+misses)) and false alarm rate (false alarms/(false alarms + correct
negative forecasts)) for each forecast probability threshold to produce a ROC curve (Mason, 1982; Swets, 1988;
Swets et al., 1955) and obtain a ROC score for each grid point by calculating the proportional area under the ROC
curve. ROC scores have a value between 0 and 1, with higher ROC scores between 0.5 and 1 indicating that the
model is skillful at discriminating between aurora and no‐aurora. A lower ROC score of less than 0.5 indicates
that the model is not skillful and tends to predict the opposite to what is observed for example, predicts the aurora
but the aurora does not occur. ROC scores are used to test model discrimination between binary yes/no forecasts
that is, to test how well the model distinguishes between auroral occurrence or no occurrence. This allows us to
test how well the OP‐2013 model performs at predicting the location of the aurora. This analysis is repeated for
forecast and observation pairs during different levels of Kp, providing detailed maps of the model performance in
MLAT and local time, under different levels of geomagnetic activity. The ROC score maps allow us to quan-
titatively compare the model performance in different regions for example, higher latitudes versus lower latitudes,

Table 1
Table Detailing the Number of Forecast and Observation Pairs for Each Kp
Level

Kp level Number of forecast and observation pairs

1 496

2 502

3 342

4 158

5 53

6 32

7 14

8 3
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dawn versus dusk sectors as well as evaluating the performance of the model under different Kp levels. This
analysis technique is the same as used in Mooney et al. (2021) but here applied to individual model grid cells
rather than the forecasts as a whole. A full, detailed discussion of truth tables and ROC curves can be found in
Wilks (2006) and in Mooney et al. (2021) and their Supplementary Information.

ROC curves have two fixed end points at (0, 0) and (1, 1). However, in some circumstances this leads to a slight
quirk in our results. A very low probability threshold of 0% means that the aurora is always predicted to occur
such that in the truth table, all the entries are either hits or false alarms, there are no missed or correct negative
forecasts. This results in a hit rate= 1 and a false alarm rate= 1, creating a fixed point at (1, 1) on the ROC curve.
Similarly, for a forecast threshold of 100%, no forecasts predicted by the model exceed 100%. This results in all
the truth table entries being split across the missed or correct negative entries and the hit rate and false alarm rate
tend toward zero, creating a second fixed point at (0, 0) on the ROC curve. The quirk in our results appears in
regions where the aurora is rarely predicted and rarely observed to occur such as in the polar cap, in the lower
latitude regions, below ∼55° or in some dayside sectors during periods of low geomagnetic activity for example,
Kp = 1. In these cases, the ROC curve tends toward a diagonal line between the fixed points at (0, 0) and (1, 1),
with a ROC score of 0.5. A ROC score of 0.5 indicates that the model has no skill in these regions in discrim-
inating between aurora and no aurora. However, the model is actually successful in consistently and correctly
predicting a low to zero probability of aurora occurring in these regions.

2.4. The Suitability of ROC Scores

Many useful verification metrics can be derived from truth tables, which can be used to evaluate and quantita-
tively summarize the performance of a forecast model. The use of verification scores is becoming increasingly
common across space physics, for example, to evaluate the performance of a space weather nowcasting/fore-
casting model and testing the performance of machine learning models (Camporeale, 2019; Liemohn et al., 2018,
2021; Morley, 2020; Morley et al., 2018). Three verification statistics which are commonly used in space physics
include accuracy, ROC scores and precision‐recall scores (Forsyth et al., 2020; Kalb et al., 2023; Machol
et al., 2012; Mooney et al., 2021; Murray et al., 2017; Sharpe & Murray, 2017; Smith et al., 2020, 2021). In this
section, we briefly compare these verification metrics applied to the evaluation of the auroral forecast model.

Similar to ROC curves, precision‐recall (PR) curves are obtained by plotting the model precision against the hit
rate (also referred to as recall). The precision is the fraction of positive forecasts that are hits (hits/(hits + false
alarms)). Good models have both high precision and high recall such that the knee of the PR curve tends toward
the top right hand corner of the plot, maximizing the area under the curve (AUC). Similarly to the ROC score, the
proportional area under the PR curve (PR AUC) is often used as a summary value to quantify the model per-
formance, with higher PR AUC scores indicating better model performance. PR AUC scores range between 0 and
1, with 1 representing perfect precision and recall. PR curves can be preferable over ROC curves when the data set
is imbalanced that is, there are far fewer positive occurrences compared to negative occurrences. In such
imbalanced data sets, ROC curves can be overly influenced by the number of correct rejections, resulting in a
misleadingly inflated ROC score. PR curves can be normalized to account for the unbalanced data set (Boyd
et al., 2012).

Accuracy is calculated directly from the truth table results. Accuracy is the proportion of correct forecasts (both
hits and correct negatives) out of all the data in the truth table ((hits + correct negatives)/(hits + false
alarms + misses + correct negatives)). Accuracy scores range between 0 and 1 with a maximum score of 1
indicating no false alarm or missed forecasts. Although the accuracy is calculated using all the coefficients in the
truth table, it can be dominated by the number of correct rejections and hides the number of false alarms and
missed forecasts. For example, a forecast with a 98% accuracy could have a hit rate of 50% and a precision of 50%.

To demonstrate the differences in these metrics for the evaluation of the OP‐2013 model, Figures 1a–1c shows
maps of the ROC scores, PR AUC scores for all forecast probability thresholds and accuracy for the 15%
probability threshold calculated for each grid point for all of the independent forecast and observation pairs in the
2.5 year data set, for all geomagnetic conditions. In each panel, blue indicates a score >0.5, indicating regions
where the model performance is better than a random chance model would predict the occurrence of the aurora. A
ROC score of 1 is a perfect forecast and so the closer the ROC scores are to 1, the better the model is at correctly
predicting whether the aurora will occur or not in that region. Red indicates a score <0.5, indicating poor model
performance that is, worse than a random chance model and white indicates a score equal to 0.5. Gray cells
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Figure 1. Panels (a)–(c) show maps of the relative operating characteristic (ROC) scores, normalized precision‐recall area
under the curve scores for all probability thresholds and accuracy for the 15% probability threshold, respectively, calculated
for each grid point for each of the independent forecast and observation pairs in the 2.5 year data set. In each panel, blue grid
cells show that the verification score is greater than 0.5, indicating that the model is skillful in these regions. Red grid cells
show that the verification scores are less than 0.5, indicating poor model skill. White grid cells indicate a verification score
equal to 0.5. The black dotted lines indicate the mean location of the observed poleward and equatorward auroral boundaries.
Gray grid cells indicate regions where the ROC or PR scores are undefined.

Journal of Geophysical Research: Space Physics 10.1029/2023JA031478

MOONEY ET AL. 7 of 18

 21699402, 2024, 8, D
ow

nloaded from
 https://agupubs.onlinelibrary.w

iley.com
/doi/10.1029/2023JA

031478 by B
ritish A

ntarctic Survey, W
iley O

nline L
ibrary on [20/08/2024]. See the T

erm
s and C

onditions (https://onlinelibrary.w
iley.com

/term
s-and-conditions) on W

iley O
nline L

ibrary for rules of use; O
A

 articles are governed by the applicable C
reative C

om
m

ons L
icense



indicate regions where the ROC or PR scores cannot be calculated because either the hit rate/recall, false alarm
rate or precision is undefined. The black dotted lines indicate the mean location of the observed poleward and
equatorward auroral boundaries over the 2.5 year period. The ROC and PR AUC scores are both calculated from
the AUC which is plotted using the results from all forecast probability thresholds. In contrast, the accuracy is
calculated from the truth table directly and as such, can only be presented for a single probability threshold.
Mooney et al. (2021) found that forecast probabilities between 5% and 15% had the highest Peirce Score
(Peirce, 1884), the largest difference between the hit rate and the false alarm rate indicating that the OP‐2013
model performs best at discriminating between regions of aurora and no aurora, for forecast probabilities of
5%–15%. We have therefore chosen to focus on the results for the 15% probability threshold where appropriate in
this study.

At a high level, the results for each of the three validation metrics in Figure 1 show similar results. The highest
scores for each metric indicating good model performance occur from approximately the middle of the auroral
oval and extend toward the equatorward auroral boundary on the nightside. The scores are reduced at higher
latitudes in the nightside sectors from approximately the middle of the auroral oval to the average poleward
auroral boundary and these lower scores extend round to the dawn and dusk sectors. The PR and accuracy scores
are also reduced in the dayside sectors. The most notable differences in the three scores are in the polar cap and
low latitudes regions. The ROC scores in this region tend toward 0.5, suggesting that the model has no skill in this
region. The PR‐AUC scores indicate very poor model performance in these regions and the accuracy scores
indicate perfect model performance. The polar cap and low latitude regions are dominated by correct negative
forecasts where generally the aurora is neither predicted nor observed to occur and that there is a low occurrence
of aurora in these regions. The high proportion of correct negatives in these regions has a very different impact on
each of the three scores. We note that at lower latitudes near the average equatorward auroral boundary, the high
ROC scores extend to slightly lower latitudes compared to the latitudinal extent of the high PR‐AUC and accuracy
scores. This suggests that the ROC scores may be slightly over‐inflated in this region due to the higher number of
correct negative forecasts.

In summary, there are many different verification metrics that can be determined from the truth table data and
used to evaluate model performance. In this study, we focus on ROC scores as we are interested in the balance
between hits and false alarm forecasts although we are aware that ROC scores might be slightly inflated in regions
where there are a high number of correct negative forecasts. Accuracy is not considered to be a particularly
informative verification score because it is heavily influenced by the correct negative forecasts. In this study it is
also less useful as the accuracy score can only be calculated for a single probability threshold, unlike for the ROC
and PR AUC scores which account for the model performance under all probability thresholds. PR scores are used
particularly for unbalanced or skewed data sets, for example, where there are far more positive than negative
forecasts. The forecasts of the auroral occurrence are skewed differently in different regions. For example, in the
polar cap and at very low latitudes aurora is rarely predicted to occur whereas in certain parts of the main auroral
oval, the aurora will be predicted to occur more frequently than not. It may be useful to perform a similar analysis
using PR scores to evaluate the performance of OP‐2013 for different levels of geomagnetic activity for com-
parison, however this is outside the scope of this work.

3. Results
In the following section, we present the results of our evaluation of the OP‐2013 model for different levels of
geomagnetic activity. We present the detailed ROC score maps for Kp = 1–4 and the combined results for
Kp = 5–8 alongside maps of the truth table statistics (hits, false alarms, misses and correct negatives) for the 15%
forecast probability threshold. Similar figures Kp = 5, 6 and combined results for Kp = 7 and 8 are included in
Supporting Information S1. We have also included maps of the truth table statistics (hits, false alarms, misses and
correct negatives) for various probability thresholds between 0% and 100% to show how the results vary as the
probability threshold is increased.

3.1. Low Geomagnetic Activity, Kp = 1–2

Figures 2a and 2f show the ROC score map for Kp = 1 and Kp = 2 events respectively with the color scale
indicating the ROC score for each grid point. Blue indicates a ROC score greater than 0.5, indicating regions
where the model has high discrimination and tends to correctly forecast whether the aurora will occur or not in
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Figure 2.
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these regions. Red indicates a ROC score of less than 0.5 where the model tends to forecast the opposite to what is
observed and white indicates a ROC score equal to 0.5. The black dotted lines indicate the mean location of the
observed poleward and equatorward auroral boundaries during Kp = 1 and Kp = 2 events. Panels b–e and g–j in
Figure 2, show the maps of hits, false alarms, misses and correct rejections, respectively, for a forecast probability
of 15%. Gray grid cells indicate that there are no hits, false alarms, misses or correct rejections in that grid cell.
Mooney et al. (2021) found that the OP‐2013 forecast model had an overall ROC score of 0.83 across all latitudes,
local time sectors and all levels of geomagnetic activity. Evaluating the model performance by local time (defined
as 3 hr of MLT centered on 12, 06, 18, and midnight), the model performance varied from 0.59 in the noon sectors
to 0.86 in the midnight sectors. For low to mid levels of geomagnetic activity (Kp = 1–4) the overall ROC scores
were around 0.82. The overall ROC scores decreased for higher levels of Kp, reducing to 0.55 for Kp = 8 events.
In this analysis we evaluate the model performance and calculate the ROC scores of individual grid cells. The
ROC scores for individual grid cells are typically lower than the overall ROC score calculated by Mooney
et al. (2021) however we can use the ROC scores results of Mooney et al. (2021) as a benchmark to define
approximate ROC scores that would indicate good versus poor model performance. In this analysis, we consider
ROC scores above the overall ROC score from Mooney et al. (2021) ≥ 0.8 to indicate very good performance.
ROC scores between ∼0.6–0.8 to be reasonably good performance and ROC scores of ∼0.5–0.6 to be adequate
performance, that is, marginally better than a random chance model. ROC scores of 0.5 indicate that the model has
the same level of skill as a random chance prediction model therefore in this analysis we consider ROC scores of
≤0.5 (indicated in white and red) as poor model performance. We focus our discussion on the nightside sectors
between 18 and 06 MLT.

First we consider the results for the Kp = 1 events. Within the average observed auroral boundaries, there is a
slight dawn‐dusk asymmetry in the model performance. In Figure 2a grid cells in the post‐midnight to dawn local
time sectors, (01 and 09 MLT) between latitudes of 65°–70° show reasonably good ROC scores typically above
0.6. The higher ROC scores in this region correspond to the high number of hits for a forecast probability
threshold of 15% observed in Figure 2b and indicate that typically the model is correctly predicting the occurrence
of the aurora in this region. On the dusk side grid cells between 16 and 22 MLT in latitudes between 65° and 70°
show low ROC scores of 0.5 or less. Figure 2b shows a reasonably high number of hits in this region for the 15%
probability threshold however, there are also quite a high number of missed forecasts here which will reduce the
model hit rate. These results are only for a single probability threshold. As the forecast probability threshold was
increased (see Supporting Information S1), the number of missed forecasts in this region increased and the
number of hits decreased, reducing the ROC score for these grid cells. The lower number of hits in this region as
the probability threshold increases indicates that the model does not predict high probabilities of aurora occurring
for solar wind conditions which result in low Kp = 1 geomagnetic conditions. Grid cells between approximately
70°–75° near the mean observed poleward auroral boundary show a high number of missed forecasts and cells
between 60° and 65° near the mean observed equatorward auroral boundary show a higher number of missed and
false alarm forecasts. Reduced model performance in these regions near the auroral boundaries are to be expected
as a slight latitudinal offset between the extent of the forecast and observed aurora would result in an incorrect
prediction. In the very high latitude regions in the polar cap (above 75° on the nightside and above 80° on the
dayside) and at very low latitudes of less than 60° on the nightside and 65°–70° on the dayside, the ROC scores
tend toward 0.5. In these regions, the results are dominated by the high number of correct rejections (panel d)
where the aurora is generally not predicted to occur and is rarely observed. As such, the model performs well at
not predicting the occurrence of the aurora in this region but has low skill since the aurora is unlikely to occur.

The results for Kp = 2 shown in Figure 2 panels f–j show a similar result to the Kp = 1 results. The dawn‐dusk
asymmetry in the model performance is more visible. MLT sectors between 19 and 01 MLT and 65°–70° within
the mean observed auroral boundaries show a band of low (<0.5) ROC scores. Panel g shows a reasonably high
number of hits in this region, however the number of hits are distinctly lower than similar latitudes in the dawn

Figure 2. Maps of model performance for Kp= 1 and Kp= 2 events. Panels (a) and (f) show the relative operating characteristic (ROC) score map for Kp= 1 and Kp= 2
events respectively. Blue grid cells show that the ROC score is greater than 0.5. Red grid cells show that the ROC scores are less than 0.5, indicating that the model is not
skillful in these regions. White grid cells indicate a ROC score equal to 0.5. Gray grid cells indicate regions where the ROC scores cannot be calculated because either
the hit rate or false alarm rate is undefined. The black dotted lines indicate the mean location of the observed poleward and equatorward auroral boundaries during
Kp = 1 and Kp = 2 events. Panels (b–e) and (g–j) show maps of the hits, false alarms, misses and correct negatives, respectively, for a forecast probability threshold
of 15%.
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sectors. Similarly to Kp = 1, as the forecast probability threshold was increased (see Supporting Information S1),
the number of missed forecasts in this region increased and the number of hits decreased, reducing the ROC score
for these grid cells. In the post‐midnight to dawn sectors in 02–07 MLT, there is a band of low ROC scores
between approximately 70°–75° which are dominated by missed forecasts. As with Kp= 1 events, reduced model
performance in regions near the auroral boundaries due to slight latitudinal offsets between the extent of the
forecast and observed aurora.

3.2. Mid‐Level Geomagnetic Activity, Kp = 3–4

Figure 3 is in the same format as Figure 2 for Kp = 3 and Kp = 4 events. For the Kp = 3 events in panels a–e, the
model performs well at lower latitudes between approximately 58°–65° with ROC scores (>0.5) at this latitude
across all nightside MLT sectors (18–06 MLT) with higher ROC scores of ≥0.6 in the dusk sectors. However, at
higher latitudes between approximately 65°–75° the model is performing poorly with ROC scores typically ≤0.5.
As with the low Kp events, panel c shows a high number of missed forecasts near the poleward boundary. As the
forecast probability threshold was increased (see Supporting Information S1) the number of missed forecasts
begins to dominate over the number of hits between approximately 65°–75°.

For each increasing level of Kp, both the forecast and observed aurora cover a wider latitudinal extent. This is
particularly evident when comparing the observed auroral boundaries for Kp = 4 and Kp = 1. The observed
auroral boundaries are located at about 58° and 73° in the midnight sector for Kp = 4 events compared to 64° and
74° in the midnight sector during Kp = 1 events.

The results of Kp = 4 appear to show a slightly improved model performance across the nightside sectors and
latitudes. However, we note from Table 1 that the number of Kp= 4 events is less than half the number of Kp = 3
events. Figure 3g shows a wide band of hits between approximately 58° and 76° in the nightside sectors where the
model correctly predicted that the aurora would occur. Within the observed auroral boundaries, the ROC scores
are higher than for the Kp = 3 events. Generally, the observed equatorward auroral boundary matches reasonably
well with the equatorward edge of the high ROC scores. There remain some slightly lower ROC scores of less
than 0.5 near the observed poleward auroral boundaries, particularly in the post‐midnight to dawn MLT sectors
(02–09 MLT). We also note low ROC scores at the equatorward boundary between 55° and 60° in afternoon to
premidnight sectors (16–00 MLT). The lower ROC scores observed near the observed auroral boundary corre-
spond to a higher number of misses in these regions, as observed in Figure 3i, consistent with a slight discrepancy
between the forecast equatorward extent of the aurora and the observed equatorward auroral boundary.

On the dayside, there is a region of low ROC scores predominantly in the post‐noon sectors (13–16 MLT) within
the observed auroral boundaries corresponding to a region of slightly higher missed forecasts in Figure 3i.

The results for Kp = 4 may suggest that the linear correlation between the auroral precipitation and the upstream
solar wind parameters provides a reasonably good approximation for the location of the auroral oval for this Kp
level, particularly in terms of predicting the equatorward latitudinal extent of the aurora and the location of the
aurora on the nightside. However we caution that the increased performance of the model for Kp= 4 compared to
Kp = 3 may be due to the comparatively lower number of events for Kp = 4. Overall, the results are similar for
both the Kp = 3 and Kp = 4 events with the model performing better at lower latitudes within the average
observed auroral boundaries and a reduced performance between the middle of the auroral oval to the poleward
boundary.

3.3. High Geomagnetic Activity, Kp = 5–8

Figure 4 is in the same format as Figures 2 and 3 for the combined Kp = 5–8 events. Both the predicted and
observed auroral ovals are expanded to lower latitudes and cover a wider latitudinal extent. Panel (a) shows that
the low ROC scores of less than 0.5 cover a wider portion of the auroral oval from approximately 60°–70° in
nightside sectors between 21 and 03 MLT. The low ROC scores extend round to 10 and 14 MLT in the dawn and
afternoon regions respectively. The observed poleward auroral boundary is expanded equatorward to latitudes
between 70° and 75° in the nightside sectors between 18 and 06MLT. At high latitudes above∼70° panel c shows
a high proportion of false alarm forecasts where the aurora is being predicted but not observed indicating the
observed poleward auroral boundary is typically more expanded and located at lower latitudes than predicted by
the model. In contrast, at lower latitudes ∼55° near the equatorward auroral boundary panel d shows a higher
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Figure 3.
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proportion of missed forecasts. These missed forecasts are likely due to small discrepancies between the predicted
and observed equatorward auroral boundaries. The ROC scores in this region remain reasonably high (>0.6)
indicating that generally the model is still performing well in this region and captures the equatorward extent of
the equatorward auroral boundary to lower latitudes for higher levels of geomagnetic activity.

For Kp = 5–8 we note that within the main auroral oval there is a wide band of low ROC scores (<0.5). From the
maps of the truth table results included in the Supporting Information S1, the cells with low ROC scores are
dominated by a high number of hits for probability thresholds of ∼75% and below and dominated by missed
forecasts above this threshold. This indicates that the aurora is typically always observed to occur in these regions
for Kp levels between 5 and 8. However, in this region there are also a very small number (typically less than 5)
false alarm events but importantly there are essentially no correct negatives. This results in the false alarm rate
tending toward a value of 1 for most probability thresholds and thus the false alarm rate tends to exceed the hit rate
for most probability thresholds. As a result, the ROC scores in these regions are significantly low. We note that
this result is likely due to the limited number of events in the Kp = 5–8 category which results in a highly un-
balanced truth tables. ROC analysis is not particularly suited to highly unbalanced data sets and so the model is
likely performing better in this region than the ROC scores suggest. With a higher number of events, the truth

Figure 4. Panel (a) shows the relative operating characteristic (ROC) score map for the combined Kp = 5–8 events. Blue grid cells show that the ROC score is greater
than 0.5. Red grid cells show that the ROC scores are less than 0.5, indicating that the model is not skillful in these regions.White grid cells indicate a ROC score equal to
0.5. Gray grid cells indicate regions where the ROC scores cannot be calculated because either the hit rate or false alarm rate is undefined. The black dotted lines indicate
the mean location of the observed poleward and equatorward auroral boundaries during Kp = 5–8 events. Panels (b–e) show maps of the hits, false alarms, misses, and
correct negatives, respectively, for a forecast probability threshold of 15%.

Figure 3. Maps of model performance for Kp= 3 and Kp= 4 events. Panels (a) and (f) show the relative operating characteristic (ROC) score map for Kp= 3 and Kp= 4
events respectively. Blue grid cells show that the ROC score is greater than 0.5. Red grid cells show that the ROC scores are less than 0.5, indicating that the model is not
skillful in these regions. White grid cells indicate a ROC score equal to 0.5. Gray grid cells indicate regions where the ROC scores cannot be calculated because either
the hit rate or false alarm rate is undefined. The black dotted lines indicate the mean location of the observed poleward and equatorward auroral boundaries during
Kp = 3 and Kp = 4 events. Panels (b–e) and (g–j) show maps of the hits, false alarms, misses and correct negatives, respectively, for a forecast probability threshold
of 15%.
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table would likely be more balanced and the resulting ROC scores would be more representative of the model
performance.

4. Discussion
4.1. Summary of the Model Performance

In this analysis, we have used maps of ROC scores to evaluate the performance of the OP‐2013 auroral forecast
model. The ROC score maps allow us to quantitatively compare the model performance in different latitudes and
local times as well as for different levels of geomagnetic activity.

For increasing levels of geomagnetic activity, the auroral oval widens covering a larger latitudinal extent and the
equatorward auroral boundary expands to lower latitudes. Both of these features were well captured by the model.
The higher ROC scores near the equatorward boundary could suggest that the location of the equatorward auroral
boundary is well organized by the upstream solar wind driving of the magnetosphere and it has been found to
correspond well with the low latitude boundary of solar wind‐driven ionospheric plasma convection (Greenwald
et al., 2002). However, we note that the ROC scores in this region may be slightly inflated due to the higher
number of correct negative forecasts, reducing the false alarm rate.

For all levels of geomagnetic activity, the model showed a reduced performance at higher latitudes from the
middle of the auroral oval to the poleward boundary in the nightside MLT sectors. Reduced ROC scores near the
observed auroral boundaries are to be expected as a slight offset between the forecast and the observed auroral
oval would result in an incorrect prediction, reducing the ROC score. However, the low ROC scores are observed
from the middle of the auroral oval to the poleward boundary. For lower levels of geomagnetic activity (Kp = 1–
3), the reduced performance at higher latitudes was dominated by missed forecasts. The proportion of missed
forecasts increased for higher probability levels which indicates that the model does not predict the occurrence of
the aurora at higher latitudes with a high probability for low Kp values but the aurora does occur. For higher levels
of geomagnetic activity of Kp = 5–8, there are a higher proportion of false alarm forecasts near the poleward
auroral boundary which indicates that the model incorrectly predicts that the aurora will occur at higher latitudes
but it is not observed. The high number of false alarm forecasts at higher latitudes for high Kp levels indicates that
the model does not capture the expanding polar cap to lower latitudes. The poleward auroral boundary is
particularly dynamic and responds to changes in flux content due to the upstream solar wind driving and internal
processes such as substorms. During substorms the poleward auroral boundary also deviates from its typical oval
shape particularly near substorm onset (Mooney et al., 2020). This operational version of OP‐2013 is not able to
capture substorm occurrence and associated auroral dynamics as it is entirely solar wind driven and has no input
data to identify substorm onsets. However, the expansion of the polar cap and poleward auroral boundary due to
the increase in the magnetospheric open flux content is largely driven by the solar wind‐magnetospheric coupling.
The fact that the OP‐2013 auroral forecast model doesn't capture this expansion is unexpected and may be due to a
limitation in the underlying model.

4.2. Model Coefficients

In this section, we examine the underlying model coefficients in detail to understand the reduced performance
observed at higher latitudes near the poleward edge of the auroral emission.

The OP‐2013 auroral forecast model predicts the auroral flux in each grid cell as a function of magnetic local time,
MLAT, season, the type of aurora (diffuse, monoenergetic, wave, and ion aurora) and the solar wind‐
magnetospheric coupling (Newell et al., 2009; Newell, Sotirelis, & Wing, 2010). A linear function is then
defined in each grid point which scales the predicted flux by the gradient of the linear function (termed the flux
multiplier here) and the y‐axis intercept of the linear function (termed the flux offset here). Figure 5 shows the flux
offset and multiplier coefficients for spring in panels a and b for the predecessor version of the model, OP‐2010,
which form the linear scaling to predict the auroral particle precipitation flux. Spring is defined as 90 days
centered on the spring equinox (Newell, Sotirelis, & Wing, 2010). We have used the OP‐2010 version of the
model because it is freely available online. The exact values of the coefficients may differ for the updated OP‐
2013 version but we expect the sign of the coefficients in each grid cell to be broadly similar across the two
versions. The coefficients are shown for the diffuse aurora which dominate the auroral particle flux (Newell
et al., 2009). We note that Figure 5 is only intended to demonstrate how the underlying coupling between the level
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of solar wind driving and the predicted auroral flux is implemented by the model. Therefore we don't include
maps of the model coefficients for each type of aurora or for each season.

The scale in Figure 5b is a logarithmic scale with − 100 to − 10− 8 shown in red and +100 to +10− 8 shown in blue.
Panel (b) shows that the flux multiplier is positive between approximately 52° and 80° on the nightside and
approximately 52° and 70° on the dayside. A positive flux multiplier indicates that some amount of auroral flux is
always predicted in this region, even for low levels of solar wind driving. The negative flux multiplier values in
the polar cap and at low latitudes indicate where the auroral flux is not predicted by the model. Panel (a) shows the
flux offset in each grid point. Between ∼65° and 70° in the nightside sectors and between ∼70° and 75° in the
dayside sectors, the flux offset is positive indicating that the aurora would be predicted in this region, even for low
levels of solar wind driving. At lower equatorward latitudes, there is a band of negative flux offset values which
would result in auroral flux only being predicted in this region by the model when the level of solar wind‐
magnetospheric driving exceeds the negative flux offset.

From the model coefficients shown in Figure 5, we can see that during high levels of solar wind driving (expected
to correspond to high Kp levels), the auroral flux predicted by the model will be high in all regions where the flux
multiplying coefficient is positive including the high latitude nightside region. However, in reality, the polar cap
and poleward auroral boundaries expand equatorward to lower latitudes during higher levels of solar wind‐
magnetospheric coupling as the magnetospheric open flux content increases (Cowley & Lockwood, 1992).
Auroral emission is not typically observed in this region. The expanding polar cap is not accurately captured by
the model resulting in auroral emission being predicted in the high latitude nightside region more often than it is
observed hence the high number of false alarm forecasts.

In contrast, during periods of lower solar wind driving corresponding to low Kp levels, the poleward auroral
boundary is contracted to higher latitudes where the flux offset is positive but smaller (∼<1). If the solar wind
driving is low the product of the solar wind driving and the flux multiplier is small and so the auroral flux will be
predictedwith a low to zero probability by themodel, resulting in a higher number ofmissed forecasts. This effect is
larger at higher probability thresholds because themodel does not predict high probabilities of aurora occurring for
low solar wind driving/low Kp levels reducing the ROC scores in this region.

4.3. Operational Implementation

We note that in this analysis we used the OP‐2013 auroral forecast model as it was set up for operational use in the
Met Office. This operational version of the model assumes a fixed 30‐min (∼800 km/s) solar wind propagation
time from the point of observation at L1 to the Earth. Future generations of solar wind driven auroral forecast
models might consider the choice of solar wind speed for example, using the real time solar wind speed or
producing the auroral forecast for a range of solar wind speeds (i.e., three distinct solar wind speeds to produce an

Figure 5. Maps showing the OP‐2010 model coefficients of the linear scaling of the upstream solar wind‐magnetospheric
driving to the predicted auroral flux. Panel (a) shows the flux offset (linearly fitted intercept) and panel (b) shows the log10 of
the multiplier (linearly fitted gradient) for the diffuse auroral component of the model for the spring season. On both maps,
reds indicate positive values of the offset or multiplier, blues indicate negative values of the offset or multiplier and the
contour indicates the 0 level.
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ensemble forecast) to assess whether this impacts the model performance, however as the aurora is not directly
driven by the external solar wind, the choice of solar wind speed may not make a significant difference.

Finally we note that the OP‐2013 auroral model calculates southern hemisphere fluxes by using the seasonally
determined model coefficients time‐shifted by half a year. However, asymmetries in latitudinal and longitudinal
displacements as well as differences in auroral intensities have been observed between the two hemispheres (Hu
et al., 2017; Laundal & Østgaard, 2009; Østgaard et al., 2004, 2005) that may not be accounted for by this shift.
The asymmetries are thought to occur mainly due to the upstream IMF orientation as well as asymmetries in the
inter hemispheric field‐aligned currents. Substantial improvements in modeling asymmetries between the two
auroral ovals requires a better understanding of exactly how and when auroral asymmetries occur which requires
consistent simultaneous auroral observations in both hemispheres. Future auroral models, and similar model
evaluations, should aim to move away from the assumption of symmetrical auroral ovals and try to capture
asymmetries between the two hemispheres.

5. Conclusions
In this study, we have performed a detailed evaluation of a version of the OP‐2013 auroral forecast model to
assess its performance in MLAT and local time under different levels of geomagnetic activity. The auroral
hindcasts were compared against the observed auroral boundaries determined from IMAGE FUV WIC global
observations of the auroral oval. Overall the model captures the expansion of the equatorward auroral boundary to
lower latitudes and the widening latitudinal extent of the auroral oval under mid to high levels of geomagnetic
activity (Kp ≥ 3). This result could suggest that the equatorward auroral boundary is well organized by the
upstream solar wind driving of the magnetosphere. However, the model performance is significantly reduced
between the middle of the auroral oval to the poleward boundary, particularly for Kp = 3–8. The model does not
capture the expansion of the poleward auroral boundary to lower latitudes as the open magnetospheric flux
content increases for higher levels of geomagnetic activity. The poleward auroral boundary is particularly dy-
namic and responds to changes in the magnetospheric open flux content which is driven by both the upstream
solar wind conditions and internal magnetospheric such as substorms. This version of the OP‐2013 forecast model
is entirely solar wind driven and has no input data to identify the substorm onsets and as such it is unable to
capture substorm occurrence and associated auroral dynamics. The occurrence of substorm activity is not
currently understood well enough to develop a predictive forecast model of substorm onsets. The reduction in
model performance is also partly due to the underlying coefficients within the model which linearly scale the
upstream solar wind‐magnetospheric coupling to predicted auroral flux in each grid cell.

The results of this verification analysis can be used to help space weather forecasters to understand the limitations
of the model, how well the model agrees with the extent of the observed auroral boundaries on average during
different levels of geomagnetic activity, and where the model generally performs well or poorly. Future gener-
ations of auroral forecast models should aim to better capture the dynamics of the poleward auroral boundary and
internal magnetospheric processes including substorms.

Data Availability Statement
The auroral hindcast dataset was provided by the Met Office and is publicly available at: http://doi.org/10.5281/
zenodo.4653288 (Marsh & Mooney, 2021). The model output was produced using Advanced Composition
Explorer (ACE) solar wind data, provided by the National Oceanic Atmospheric Administration (NOAA). The
Ovation Prime 2013 code was provided to the Met Office by Rodney Viereck of the NOAA Space Weather
Prediction Center and the original Ovation Prime code was developed by Patrick Newell and colleagues at Johns
Hopkins University. The IMAGE auroral boundary data for the northern hemisphere (2000–2002) are freely
available at https://doi.org/10.5285/fa592594‐93e0‐4ee1‐8268‐b031ce21c3ca (Chisham et al., 2022b). The IM-
AGE FUV data were provided courtesy of the instrument PI Stephen Mende (University of California, Berkeley).
We thank the PI, the IMAGE mission, and the IMAGE FUV team for data usage and processing tools. IMAGE
FUV data is archived at: https://cdaweb.gsfc.nasa.gov/pub/data/image/fuv/. Kp index data was provided by ISGI
GFZ Potsdam. Archive Kp index data is available at: https://spaceweather.gfz‐potsdam.de/products‐data/now-
casts/nowcast‐kp‐index/downloads. The OVATION‐Prime 2010 version of the model is freely available at
https://sourceforge.net/projects/ovation‐prime/.
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